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Abstract 

This paper presents a methodology for the analysis and subsequent refinement of 

Short-Answer, open-ended Items (SAIs) in listening assessment after the initial trialling 

stage, as implemented in LANGUAGECERT’s development workflow. Using purpose-

designed software, test-taker responses are classified into Exact Same, Similar, or Totally 

Different matches against an item keyset. The Similar category is particularly informative, 

as it identifies high-scoring test taker responses that were marked as incorrect under 

the initial keyset, prompting targeted review. The software also reports mean item 

scores and inter-rater agreement (Cohen’s Kappa, κ), which give an indication as to 

whether keyset amendment or item revision is warranted. The approach is illustrated 

with two SAI examples from a trial listening test, showing how analysis led to specific 

adjustments. The structured review process enhances fairness while maintaining 

reliability.  

 

 

 

 

 

 

 

 

 

 

 

 

Suggested citation 

Coniam, D., & Lampropoulou, L. (2025). Bridging human and automated scoring: Improving 

fairness in short-answer listening items. LANGUAGECERT. 



 

|2 

 

Introduction 

Listening tests typically combine machine-scorable formats with constructed-response 

tasks to balance practicality and construct coverage (Ockey, 2020). These fall under 

limited-response formats, which constrain length or form of the answer. Limited-

response includes (a) selected-response items (e.g., multiple choice, true–false, multiple 

matching) and (b) constructed-response items (e.g., gap-fill, short answer). Within the 

latter category, Short-Answer, open-ended Items (SAIs) require brief responses, typically 

one to three words. Like other limited-response formats, SAIs are operationally scored 

dichotomously (correct/incorrect). In this study, the analyses additionally classify 

responses as Exact Same, Similar, or Totally Different to inform potential post-trial keyset 

revisions, after which scoring remains dichotomous. 

While much item analysis research focuses on multiple-choice formats, where distractor 

performance provides rich diagnostic data, constructed-response formats such as SAIs 

often receive less systematic review. If, post-analysis, item facilities and item 

discriminations are within acceptable limits, the item is retained; if not, it is simply 

discarded. 

This paper has two purposes. First, it introduces a practical methodology for analysing 

and refining SAIs after trialling, using a purpose-developed piece of software – the Short 

Answer Marker (SAM). Second, it explores the feasibility of further automating SAI 

marking within this trialling framework. At present, responses are auto-scored against a 

keyset and then reviewed by human markers. The present paper shows how analysis of 

Similar responses - valid paraphrases initially marked incorrect - can motivate calibrated 

keyset expansion, thereby supporting more consistent, fair, and potentially fully 

automatable scoring.  

Previous SAI Research 

Research on SAIs spans several adjacent assessment domains, including reading 

comprehension, vocabulary testing, and subject-matter examinations. Although these 

contexts differ from listening assessment, they collectively illuminate the 

psycholinguistic, construct-representation, and scoring challenges associated with short-

answer formats. 

Several studies demonstrate that SAIs impose greater cognitive and linguistic demands 

than multiple-choice formats. Akhavan Masoumi and Sadeghi (2020), examining 

vocabulary assessment, found that multiple-choice items inflated performance relative 

to SAIs due to cueing, while SAIs better discriminated between learners by requiring 

recall rather than recognition. Similar findings emerge in reading research: Liao and Lee 

(2024) reported that high-proficiency readers benefit more from SAIs, as the format 

draws on metacognitive strategies not activated when selecting from pre-formulated 

options. 
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Advances in natural language processing have stimulated interest in automated SAI 

scoring. Studies in automatic question generation and short-answer evaluation (e.g., 

Riza et al., 2023; Ziai et al., 2012) highlight both the feasibility and the limitations of 

machine-scoring systems. Finally, recent work in medical education underscores the 

value of very-short-answer questions (VSAQs) as an alternative to multiple-choice items. 

These studies consistently report reduced cueing, improved discrimination, and positive 

perceptions of authenticity (Sam et al., 2018; Brenner et al., 2024). Although these 

assessments are not listening-based, their findings reinforce a key principle: when 

constructed-response formats require concise, information-specific output, the design 

of the marking scheme, and specifically the completeness of permissible responses, is 

central to fairness and reliability. 

Together, this research establishes the empirical and theoretical rationale for SAIs in 

listening assessment, while also identifying conditions under which scoring must be 

carefully validated. The methodology developed in the current paper directly addresses 

these conditions by offering a structured means to detect and credit legitimate 

paraphrases during trialling. 

Short-Answer Open-Ended Items – Test Quality Features 

In evaluating the role of SAIs in listening assessment, three interrelated features of test 

quality are central: validity, reliability, and fairness (Bachman & Palmer, 1996). 

Validity 

SAIs can strengthen construct representation by requiring test takers to extract and 

produce essential information from the spoken input, mirroring the selective, 

purposeful retrieval involved in authentic listening (see Geranpayeh & Taylor, 2013). This 

avoids unconstrained paraphrasing while still ensuring that successful performance 

reflects comprehension rather than option recognition. Research from the adjacent 

domain of reading indicates that short-answer tasks can elicit processing more akin to 

real-world comprehension than multiple-choice formats and that they demand higher 

levels of academic language proficiency to comprehend input and construct appropriate 

responses (Weigle et al., 2013). Evidence from very-short-answer formats further shows 

that self-constructed responses test recall, understanding, and application more 

effectively than MCQs, yield stronger psychometric indices, and reduce opportunities for 

guessing or option-elimination strategies (Puthiaparampil & Rahman, 2020). In a similar 

vein, very-short-answer questions (VSAQs) have been found to reduce cueing effects, 

improve discrimination, and to be judged by students to better reflect real-world 

practice (Sam et al., 2018). Recent evidence also highlights that students and faculty 

value constructed-response short-answer formats for their authenticity, deeper learning 

benefits, and feedback potential, even while acknowledging challenges of feasibility and 

reproducibility (Brenner et al., 2024). In listening, authenticity is further enhanced when 
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items demand retrieval of key information from spoken input (Buck, 2001). 

Reliability  

Constructed responses require explicit marking criteria and consistent application 

across responses. Operationally, SAIs can achieve acceptable reliability when marking 

schemes are clearly specified and standardisation and monitoring procedures are in 

place. Evidence from progress testing shows that short-answer formats, often assumed 

to be less reliable than multiple-choice questions, can in fact yield high reliability when 

supported by model answers and clear marking instructions (Rademakers et al., 2005). 

In this study, response classification and accompanying statistics, such as mean item 

scores and inter-rater agreement (Cohen’s κ), provide diagnostic feedback on scoring 

consistency. These indicators guide targeted keyset adjustments and subsequent re-

checks, helping to ensure stable and reproducible scoring outcomes. 

Fairness  

Following Kunnan’s (2000) framework, fairness encompasses equitable access to the 

construct and minimising construct-irrelevant variance. For SAIs, this includes providing 

clear instructions and crediting legitimate paraphrase. In listening assessment, fairness 

also requires attention to delivery factors (e.g., audibility, acoustic conditions) to avoid 

group-differential effects (Buck, 2001). The procedure outlined here addresses fairness 

directly by detecting high-ability responses that fall outside the initial keyset and 

incorporating them, where appropriate, into scoring policy. This ensures that test takers 

are not disadvantaged by valid but unanticipated paraphrase. 

Together, these considerations highlight how SAIs, when analysed systematically and 

supported by software tools, can enhance the validity, reliability, and fairness of 

listening assessment. 

Developing Short-Answer Open-Ended Items 

Most limited-response item types are primarily receptive: test takers demonstrate 

comprehension by selecting among given alternatives. SAIs differ in requiring test takers 

to produce a response, rendering them more productive in nature and, consequently, 

more communicative, as they engage real-world language processing (Buck & Tatsuoka, 

1998). At LANGUAGECERT, SAIs form a dedicated section of all listening tests, designed 

to enhance their communicative authenticity.  

The development of SAIs requires careful attention to item setting, given that short 

constructed-response formats are less controlled than selected-response tasks and 

demand particularly meticulous design (Hughes, 2010; Green, 2020). Input prompts 

must be concise and unambiguous (Alderson et al., 1995), and response length should 

be constrained through explicit instructions (e.g., “Answer in no more than three 

words”). To support reliability, items undergo rigorous setting, with a key for each SAI 
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listing a clearly defined and as exhaustive as possible set of acceptable answers 

developed by expert item writers (Fulcher & Davidson, 2007; Lane et al., 2016). 

Field testing is particularly crucial for high-stakes exams, even when conducted with a 

relatively small but representative sample (see Bachman & Palmer, 1996). Such trials 

provide initial evidence of item functioning and highlight whether keysets require 

refinement. As Buck (2001) observes, although short-answer items are relatively easy to 

construct, producing good ones is far more challenging: items need to be pretested, and 

poorly functioning items identified and either revised or discarded. For multiple-choice 

items, post-trial analysis can be relatively straightforward, as option statistics readily 

indicate problematic distractors. For SAIs, however, refinement is less systematic: 

identifying viable alternatives often involves time-consuming manual inspection of 

hundreds of responses, which can make the process unfocused and inconsistent.  

The current paper outlines a more structured methodology for SAI analysis, 

implemented at LANGUAGECERT at the 200-test taker investigation stage. Using 

purpose-designed software, responses – in particular frequent incorrect answers from 

high-performing test takers - are systematically compared against the keysets. The 

software produces item means and inter-rater agreement (Cohen’s Kappa), offering 

diagnostic insights that inform targeted keyset adjustments. This approach provides a 

more efficient and evidence-based alternative to traditional manual reviews.  

Marking SAIs 

In developing and marking SAIs for a given test, a number of principles are paramount 

to ensuring accuracy and fairness. First, items must be developed so that a relatively 

limited set of expected responses can be specified. Second, an extensive keyset should 

be constructed to encompass as wide a gamut of acceptable responses as possible. 

Third, as explained earlier, while SAIs are auto-marked against the keyset, all responses 

are also clerically checked before scores are finalised. Clerical markers are therefore 

trained and standardised to recognise both the limits of the specified keyset and 

instances where responses, though not included in the keyset, are clearly acceptable. 

While the focus is on the content of test taker responses, allowances should be made to 

accommodate some of the vagaries of English spelling, capitalisation and punctuation. 

The marking specifications thus define, with as much clarity as possible, what 

constitutes a satisfactory response. 

The LANGUAGECERT (LC) System: the LC Academic and LC 

General Listening Tests 

Against the backdrop of the research outlined above, the current study investigates test 

taker performance on the SAIs in the Listening Tests of the LC Academic (LCA) and LC 

General (LCG) tests, the two assessments in the LC System. Although LCA and LCG target 
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different language group domains, they share the same test format for the specific 

listening task. Consequently, the processes and rationale discussed in this paper apply 

to both LCA and LCG (LCA/G) listening tests and are used during routine trialling. Each 

LCA/G listening test comprises 30 items, of which 23 are MC items and seven are SAIs. In 

the SAI section, test takers need to provide limited responses to complete a prompt. 

This is usually one or two words, with an allowance of up to three, which is detailed in 

the task instructions. Each item carries one mark, giving a total possible score of 30. 

Table 1 presents a sample SAI task from the LCG test, showing the original keyset. 

Table 1: Sample Listening question paper and original keyset for short-answer open-ended items 

Question Paper Keyset 

 

 

 

 
 

Note. It should be noted that the item in Table 1 was selected for its usefulness in illustrating 

the analysis process, rather than for being representative of average item functioning. Its 

characteristics allow the SAM outputs, keyset structure, and potential omissions to be 

demonstrated more transparently than a typical item. 
 

As the table illustrates, expected responses range from two to three words. Some items 

include bracketed variations, resulting in a relatively extensive set of acceptable 

alternatives, though not all are required for a correct response. 

Table 2 shows the same keyset extended into every possible response that a human 

marker could consider, expanding implicit variants to explicit marking keys. 
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Table 2: Keyset made explicit 

Item Original Made explicit  

18 (an) interest in knowledge 
interest in knowledge 

an interest in knowledge  

19 art galleries art galleries 

20 (the) local history (section-one) 

local history 

the local history 

local history section 

the local history section 

local history one 

the local history one 

21 making (new) displays 
making displays 

making new displays 

22 (organising) (a) treasure hunt 

treasure hunt 

a treasure hunt  

organising a treasure hunt 

organising treasure hunt 

23 (the) world maps (exhibition) 

world maps 

the world maps exhibition 

world maps exhibition 

the world maps 

24 (diploma in) visitor services 
visitor services  

diploma in visitor services 
 

The items show a degree of diversity in terms of what responses may be accepted as 

correct: item 19 has only one valid response, whereas item 20 allows for six alternatives. 

As mentioned above, human markers are trained and standardised such that they 

accept capitalisation and generally ignore punctuation such as apostrophes or dashes, 

unless these are critical to the answer. 

Research Questions 

The current paper addresses two research questions: 

1. How comparable are human and computer markings of SAIs when both use the 

same restricted keyset? 

2. How can discrepancies between human and computer markings be reduced by 

incorporating selected responses by high-scoring test takers into the keyset? 

The Study 

In this section, the trialling process as applied to one dataset is illustrated: the SAI data 

are analysed using both classical item statistics and the Short Answer Marker (SAM) 
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software. All items were auto-marked and subsequently clerically checked. A dataset of 

200 randomly selected test takers was compiled, with a view to emulating 

recommended practice for pretesting samples (Buck, 2001). 

All LC objective tests undergo classical item analysis, reporting, amongst other statistics, 

item facility (IF) and item discrimination (ID, measured by the point–biserial correlation). 

For the present LCG listening test, items were coded dichotomously (correct/incorrect). 

Table 3 presents the analysis for the 200 test takers under examination, for the seven 

SAIs in the listening task described in Table 2. 

Table 3: Item Analysis for sample  

Item 18 19 20 21 22 23 24 

IF 0.41 0.29 0.59 0.39 0.34 0.54 0.23 

ID 0.6 0.44 0.53 0.65 0.51 0.6 0.39 
 

The results indicate that the items show acceptable discrimination values overall, 

although their facilities vary. Falvey et al. (1994) define good item facility as being 

between 0.30 and 0.80, and good item discrimination as being above 0.30. Items 20, 21, 

and 23 fall comfortably within the desired facility range, with the remaining items 

performing less strongly. Item 19 (IF = 0.29) sits at the borderline of acceptable facility, 

while item 24 (IF = 0.23) would generally be considered too difficult. 

In addition to these classical indices, the SAM software provides a more qualitative 

perspective by categorising test-taker responses into three sections: Exact Same, Similar, 

or Totally Different. SAM first marks each item as correct or incorrect against the keyset 

supplied (as in Table 2 above, for example). Correct answers matching the keyset fall 

under Exact Same (as in the keyset options, that is). Incorrect responses are further 

classified as Similar or Totally Different.  

In this analysis, Exact Same and Totally Different categories are ignored. Exact Same are 

correct; Totally Different responses can be disregarded since explorations have shown 

that responses in this category are indeed totally dissimilar to any of the keys. 

It is the Similar category which provides the key input for consideration, because it most 

often contains plausible variants that the mark scheme omitted. Two types of analysis 

are produced: (a) responses sorted by score, and (b) frequencies of all Similar responses, 

with special attention to those from high-scoring test takers (i.e., those scoring 25 or 

above out of 30, the maximum possible score on the listening test). High-scoring test 

takers’ responses are highlighted since it is this set of test takers who are most likely to 

provide possible acceptable responses that merit consideration for keyset expansion. 

Tarrant and Ware (2008) state –in the context of MC items, though the argument 

generalises for most objective test types– that higher-achieving test takers appear more 

likely than borderline ones to be disadvantaged by flawed items. 
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The most frequent responses of high-scoring test takers (although the two categories 

are not necessarily the same) allow the assessment development team to identify 

recurring patterns that may signal the need for keyset refinement. 

Table 4 presents the SAM analysis for the seven items alongside human marking. The 

human marking is in Row 2, with SAM markings beneath. Two statistics are provided to 

aid in evaluating which items may need attention: item means and Cohen’s Kappa to 

assess agreement between the computer- and human-marked versions of the test (see 

Landis & Koch, 1977). 

Items 22 and 24 are highlighted since these two items are explored in greater detail due 

to the larger discrepancies between human-correct and SAM-Exact Same means. 

Table 4: Exact Same and Similar responses analysed 

Category 18 19 20 21 22 23 24 

Human marking as Correct 0.41 0.29 0.59 0.39 0.34 0.54 0.23 

SAM Exact Same 0.39 0.28 0.57 0.37 0.22 0.54 0.18 

SAM Similar 0.32 0.29 0.06 0.08 0.40 0.12 0.42 

SAM Totally Different 0.30 0.44 0.38 0.56 0.39 0.35 0.41 

 

As can be seen, with the exceptions of items 22 and 24, differences between human and 

SAM Correct means are minimal (≤2 percentage points). Discrepancies occur because 

humans may: (a) disregard non-critical punctuation such as hyphens or apostrophes, (b) 

accept unlisted but plausible responses based on training, or (c) overlook typing or 

orthographic anomalies (e.g., stray symbols or spelling variants) that the system flags as 

incorrect. In nearly all cases, SAM’s mean is slightly lower than the human mean, 

reflecting its stricter adherence to the original keyset. 

While small discrepancies (2–3%) may be an acceptable margin of error, items 22 and 24 

showed notably larger differences: 12% and 5% respectively. These gaps are one 

indicator that the keysets for these items may be incomplete. 

To further assess agreement, Cohen’s Kappa was calculated for each item. The results 

are presented in Table 5. 

Table 5: Cohen's Kappa for human vs. SAM marking 

Item 18 19 20 21 22 23 24 

Kappa 0.95 0.96 0.94 0.96 0.70 0.98 0.83 
 

In Kappa analyses, values of 0.8 and above indicate high agreement (Landis & Koch, 

1977). While most items meet this threshold, including item 24, item 22 falls below with 

κ = 0.70. Given the high-stakes context, a cutoff stricter than 0.8 needs to be considered. 
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This issue is revisited in the Discussion section. 

Amending the Keyset 

With item means and Kappa values available to inform decision making, attention now 

turns to an analysis of items 22 and 24, where discrepancies between human and SAM 

scoring were largest. The analysis focuses on responses in the Similar category, 

examined in two ways: (a) responses produced by high-scoring test takers, and (b) the 

most frequent Similar responses overall. 

Similar Responses 

SAM identifies Similar responses according to three criteria: (a) Contains the Whole Key, 

(b) Contains Part of the Key, and (c) Levenshtein Distance, the latter measuring the minimal 

number of edits needed to transform one string into another (Miller et al., 2009). Each 

Similar response is accompanied by the test-taker’s total score, and those scoring 25 or 

above (out of 30) are highlighted, as higher-ability test takers are more likely to produce 

valid but initially unanticipated variants (Tarrant & Ware, 2008). 

Tables 6 and 7 present unedited examples of Similar responses for items 22 and 24. 

Spelling, punctuation, and case reflect the raw test-taker data. These examples illustrate 

how SAM surfaces potential omissions or ambiguities in an item’s design. Although such 

issues do not arise frequently, this dataset was selected because it provides a clear 

demonstration of how the procedure operates; in most routine trialling cycles, the 

analysis confirms that the existing keyset is already sufficiently comprehensive. 

Table 6 presents a sample of Similar responses produced for item 22.  

Table 6: Item 22 Similar responses to the key 

Response Detail Score 

organise a treasure hunt Contains Part of the Key 29 

organizing a treasure hunt Contains Part of the Key 29 

organising a treasure fund Contains Part of the Key 28 

drawing posters and organised a treasure 

hunt 

Contains Part of the Key 27 

Treasure hunts Contains the Whole Key 27 

Organizing a tresure hunt. Contains Part of the Key 27 

drawing posters, treasure hunt Contains the Whole Key 27 

posters and treasure hunts Contains the Whole Key 27 

organizing a treasure hunt Contains Part of the Key 27 

Doing a treasure hunt dressed as a gorilla Contains the Whole Key 26 

Tresure hunt Levenshtein Distance 19 

treature hunt Levenshtein Distance 19 

organising something Contains Part of the Key 19 
 

These responses reveal two systematic patterns: (a) plural forms such as treasure hunts 

occur frequently among high scorers, (b) test takers needed to use more than three 



 

|11 

 

words, and (c) SAM’s grouping makes these patterns easy to detect during trialling. Per 

LANGUAGECERT policy, both American and British English spellings (e.g., 

organise/organize) are always acceptable and recognised as correct. 

Table 7 shows Similar responses produced for item 24. Only responses with scores of 25 

or more have been included in the table. 

Table 7: Item 24 Similar responses to the key: (diploma in) visitor services 

Response Details Score 

diploma of visiting services Contains Part of the Key 29 

diploma in visitors' services Contains Part of the Key 29 

diploma of visitor services Contains Part of the Key 29 

diploma in visitors services Contains Part of the Key 28 

deploying visitors' services Contains Part of the Key 28 

diploma in visitors' services Contains Part of the Key 28 

Diploma in visiting services Contains Part of the Key 28 

a diploma in visiting services Contains Part of the Key 28 

diploma in visiting services Contains Part of the Key 28 

a diploma in visitor services Contains the Whole Key 28 

diploma in visiting services Contains Part of the Key 27 

Diploma in visiting services Contains Part of the Key 27 

Diploma on visitor services. Contains Part of the Key 27 

diploma in visitor's services Contains Part of the Key 27 

diplomating visitors services Contains Part of the Key 27 

vistor services Levenshtein Distance 27 

diploma in visiting services Contains Part of the Key 27 

diploma in visitor's services Contains Part of the Key 27 

diploma Contains Part of the Key 26 

Diploma in Visiting Services Contains Part of the Key 26 

diploma in visitor's services Contains Part of the Key 26 

diploma in digital services Contains Part of the Key 26 

diploma of visitor services Contains Part of the Key 26 

diploma of visiting services Contains Part of the Key 26 

diploma of visitor services Contains Part of the Key 25 

diploma in visiting services Contains Part of the Key 25 

diploma in museum service Contains Part of the Key 25 
 

High-scoring test takers often produced variants such as diploma of visitor services or 

diploma in visitors’ services, which reflect attested usage in English. Table 8 summarises 

these variants.  
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Table 8: Possible acceptable responses 

diploma of visiting services 

diploma in visitors' services 

diploma of visitor services 

diploma in visitors services 

Some of responses above exceed the instructed response-length limit. Under 

operational marking rules, any response exceeding the stated limit is automatically 

incorrect, just as selecting multiple answers in a single-response MC item results in an 

incorrect score. These longer variants are therefore not candidates for inclusion in the 

keyset. They are presented here only because SAM identifies them as structurally 

related to the keyed answer, making them useful for illustrating how the analytical 

process operates. 

When such patterns emerge in trial data, the implication is not that these responses 

should be credited but that the item itself may warrant revision. In routine development 

this may prompt the assessment team to adjust the stem or rewrite the item to ensure 

that the intended response can be produced within the stated word limit and without 

ambiguity. 

Most Frequent Responses 

During trialling at LANGUAGECERT, Similar-category outputs are routinely reviewed both 

to confirm keyset completeness and to identify any plausible implicit variants. In 

addition to high-scorer responses, SAM also outputs the most frequent Similar 

responses across the sample. Given the relatively small dataset (N = 200), recurrence is 

limited but nonetheless informative. Tables 9 and 10 present detail on items 22 and 24 

respectively. 

Table 9: Item 22, most frequent Similar responses  

Response N 

treasure hunts 6 

organizing treasure hunts 6 

posters, treasure hunt 2 

treature hunt 2 
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Table 10: Item 24, most frequent Similar responses  

Response N 

diploma in visiting services 6 

diploma 5 

diploma of visiting services 4 

diploma of visitor services 3 

diploma in visitor's services 3 

diploma in visitors' services 2 

diploma in visitors 2 

diploma in visitor service 2 
 

For item 22 (Table 9), the dominant Similar response was “treasure hunts”, accompanied 

by longer variants such as organizing a treasure hunt. The latter shows show that test 

takers understood the intended meaning but were unable to express it within the one- 

to three-word limit specified for the task. Because variants such as organising a treasure 

hunt exceed the response-length requirement, they cannot be credited and therefore 

are not candidates for inclusion in the keyset. Instead, this pattern indicates that the 

original stem (“What Sandra enjoyed doing with young children”) may not have 

sufficiently constrained the form of the expected answer. A more targeted stem, such as 

“What Sandra enjoyed organising with young children”, would guide test takers more 

directly toward the intended response (“treasure hunt”) while keeping it within the 

allowed word limit. 

For item 24 (Table 10), frequent alternatives such as “diploma of visiting services” and 

“diploma in visitors’ services” illustrate how SAM surfaces structurally related variants, 

but these examples also show that recurring discrepancies may point to issues with item 

wording rather than to omissions in the keyset. As with item 22, such findings may 

prompt item revision rather than key expansion. Ultimately, decisions regarding 

whether to adjust the keyset or update the item stem lie with the assessment 

development team. 

Extending the Keyset 

Drawing on these analyses, as per LANGUAGECERT’s routine trialling procedures, the 

results for items 22 and 24 were shared with the Assessment Development team. The 

purpose of this stage is to review the performance of the items and to consider whether 

the stem should be revised or whether the keyset should be amended or extended to 

incorporate additional acceptable variants that fall within the task constraints. Only after 

this review are any changes finalised. 

For the purposes of this study, a revised keyset was produced for items 22 and 24 (Table 

11), which was then used exclusively to re-mark the pilot performances; it was not 

applied to any live operational data. 
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Table 11: Original and revised keysets for items 22 and 24 

Item Original keysets Revised keysets 

22 

organising a treasure hunt 

organising treasure hunt 

treasure hunt 

a treasure hunt 

 

organising a treasure hunt 

organising treasure hunt 

organising treasure hunts 

treasure hunt 

a treasure hunt 

treasure hunts 

24 

diploma in visitor services 

visitor services 

diploma in visitor services 

visitor services 

diploma in visitors services 

diploma of visitor services 

diploma in visitor's services 

diploma in visitors' services 

 

Using the revised keysets, all 200 responses were re-marked, and item means and 

Kappas recalculated. This procedure aligns with the LC trialling policy that test takers 

should receive credit for any acceptable response (Buck, 2001). Item means and Kappas 

are presented in Table 12.   

Table 12: Means and Kappas for items 22 and 24 after second marking 

 1st marking 2nd marking 1st marking 2nd marking 

Item 22 22 24 24 

Human marking 0.34 0.34 0.24 0.24 

SAM marking 0.22 0.32 0.18 0.23 

Cohen's Kappa 0.7 0.87 0.83 0.83 
 

As can be seen from Table 12, the revised keysets substantially improved alignment 

between SAM and human marking. For item 22, SAM’s mean increased by ten 

percentage points, reducing the discrepancy with human marking to two points, and 

Kappa rose from 0.70 to 0.87. For item 24, SAM’s mean improved by five points, leaving 

only a one-point gap with human marking, though Kappa remained unchanged at 0.83. 

Discussion 

The current study has examined how short-answer open-ended items (SAIs) may be 

fruitfully and systematically analysed and refined during the test-trialling window. The 

findings illustrate that if assessment managers receive targeted feedback after the 

administration of a trial test with SAIs, it becomes possible to revise the markscheme of 

permissible responses or, where necessary, the items themselves. Incorporating this 

process promotes fairness for test takers, particularly high performers whose legitimate 

responses may otherwise be excluded, while also enhancing the reliability of automated 

scoring. This SAM-supported review is used by LANGUAGECERT during routine trialling 

of new listening items to calibrate items and keysets before live administration. 
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The SAM software proved effective in supporting this analysis by (a) categorising 

responses into Exact Same, Similar, and Totally Different groups, and (b) providing item 

means and Kappa coefficients to compare human and computer marking. Together, 

these outputs supply assessment developers with both quantitative and qualitative 

evidence for decision making. This echoes findings from medical education, where 

progress testing with short-answer questions achieves high reliability when supported 

by examples and explicit marking instructions, challenging the assumption that open-

ended formats are inherently less reliable than multiple choice (Rademakers et al., 

2005).  

As an internal working standard, if item means between human and computer marking 

differ by no more than three percentage points and Kappa exceeds 0.8, the keyset may 

be considered robust and no further action required. Conversely, if means diverge by 

more than three points and Kappa falls below 0.8, the keyset and, where appropriate, 

the item wording, should be re-examined. In such cases, SAM’s analyses of Similar 

responses, sorted by high-scoring test takers and by frequency, provide structured 

insights that can inform this review. The resulting findings are then shared with the 

Assessment Development team, who determine whether to extend the keyset, revise 

the stem, or take no further action. Once revisions are agreed, rerunning SAM on the 

trial dataset allows developers to verify whether agreement improves to acceptable 

levels. 

In this way, the procedure not only refines keysets but also provides a replicable 

framework for monitoring the fairness and reliability of SAI scoring. By foregrounding 

responses from high-achieving test takers, the process reduces the risk that valid but 

unanticipated answers are unfairly penalised, while ensuring that automated marking 

remains consistent with human judgment. In practice, though, it may also assist in 

ensuring that the keyset is already sufficiently comprehensive, with revisions only 

occasionally needed when systematic omissions are identified. 

Conclusion  

This paper has reported a study into the marking of short answer open-ended items 

(SAIs). SAIs contribute to the communicative value of listening assessment by requiring 

test takers to produce brief, targeted responses rather than selecting from pre-

formulated options. They have also been suggested to place greater demands on 

language proficiency, as test takers must comprehend input and construct acceptable 

responses rather than relying on recognition or elimination strategies (Weigle et al., 

2013). Comparable evidence from very-short-answer formats in medical education 

shows that such items avoid the cueing effects of multiple choice, improve 

discrimination, and are judged by learners to better reflect real-world practice (Sam et 

al., 2018). Ensuring that their keysets are comprehensive and fair is therefore essential. 
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LANGUAGECERT incorporates this review into its trialling workflow for new listening 

tests to ensure fairness, communicative authenticity, and alignment between human 

and automated scoring. 

By applying the Short Answer Marker (SAM) software, response data from high-scoring 

test takers and frequent alternative variants can inform targeted keyset review. This 

process reduces discrepancies between human and automated scoring, improves 

reliability, and safeguards fairness for test takers whose valid paraphrases may 

otherwise be overlooked. In most trialling cycles, however, this procedure primarily 

serves to confirm the accuracy and completeness of the keyset, with amendments only 

required in the case of systematic omissions. 

While the analysis focused on the LANGUAGECERT General test, such analysis and 

subsequent amendments should be considered by any examinations body where 

fairness is a guiding principle. The process described here, supported by purpose-built 

software, enables the empirical refinement of keysets and, where necessary, revision of 

items. This is particularly important for test takers whose responses may be valid yet 

initially unaccounted for. By incorporating this structured trialling process, LC ensures 

that its assessments maintain high standards of validity and reliability. Additionally, 

during live testing, clerical markers check all SAIs, following strict guidelines so that 

acceptable responses are always marked as correct. 

Analyses such as these conducted in this study serve a number of purposes: first, they 

inform test designers as to the type of almost-correct-yet-incorrect answers provided by 

high-scoring test takers, that should be considered for keyset expansion. Second, they 

provide insights to test takers into things they should be mindful of when completing 

limited-response items, what to aim for and the kind of errors to avoid.  

Beyond its application in the LCA/G Listening Tests, the methodology outlined in the 

current paper is applicable across a variety of assessments that incorporate SAIs as a 

test type and can have broader implications for the field of language assessment. As 

technology-driven marking systems become increasingly prevalent, integrating a 

structured review process in the trialling phase, as demonstrated in this study, can 

bridge the gap between human judgment and automated precision. This not only 

benefits large-scale test providers but also offers a viable framework for smaller 

examination boards that may lack the resources for extensive pre-testing. By 

incorporating such methodologies into their marking and quality assurance processes, 

providers can improve the fairness and accuracy of their own assessments, ultimately 

strengthening the credibility of their programmes.  

Ultimately, as the landscape of language assessment continues to evolve, stakeholders, 

whether global or local, must recognise both the opportunities and the challenges of 

using short-answer formats, and commit to principled, evidence-based practice. 

Embedding data-driven review in the trialling of SAIs, as outlined here, offers a replicable 
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framework for refining keysets, thereby promoting fairness, reliability, and transparency 

in language testing. 
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